Towards Practical Online Improvement of
Pretrained Policies for Robotic Manipulation

Andrew Wagenmaker
JC Berkeley




3 Human: pick up the plate on the left
- K i J

aous, Ix speed ¥
- 4

.

General




Reasonable bu
Not good enoug

Or(
ARTIFICIAL
INTELLIGENCE

Stanford
ARTIFICIAL
INTELLIGENCE

Irain Ty 1o predict
At ~ The\St

JUGGLE PING PONG st
R EAL-TI M E | INTELLIGENCE

T @y

Human demonstrations Sehavioral Cloning (BC Deployment
ZKLF RSS '23; WSYLA IROS 23, LZLQYLM ICRA '24]







Bimanual Assembly Abaltions

1.0

. 1.0 Ours w/oRule 1 & 2
. S|ng|e Task 8 —/\— Ours w/o Rule 1 1
0.8 —o— | BM finetuned So0s8 /= Ours 400/0
so.

- 75% n

Success 0° / $o6
Rate 0.4- §
' A

a 0.4
0.2- - + W
' I

a 4 02
0.0 : : >
Amount of Finetuning (I

(% of task-specific dataset used) 1 00 0/0
Toyota Research o 1 2 3 4 s

Rounds of Human Collection Budget

Gap to Carnegie Mellon University

Paper Towel Replacement

(Bi-UR5e) , ,
1))
2 1.0F optimality
5 | o 25% D ,
O —O—- G Scaling w/ Data
z as 100
% 0.5 9
& N @ 75 90%
& D) 5 J
(@) Q N
© 2 50 J
u @) 3,
z 00 E 5 10 (}3 3 '
25
Fine-Tuning Data (Hours) 4 s
Physical Inteligence I R
O # Demonstrations
o Stanford University
0.9 1
30%
e J
S 0.7 S
7)) 2
3
%o.s :
£ 0 g
: 0% .
Number of Human Demonstrations
0.1 E
64 100 200 400 800 1600 3200 6400 E

0

Number of Demonstrations 0%  17% 33% 50% 67%  83% 100% 100%

Pretraining Dataset Size (w/ 5.6 hrs Post-Training Data) (w/ all Post-Training)

Generalist Al

Tsinghua University



Reasonable bu
Not good enoug

Or(
ARTIFICIAL
INTELLIGENCE

Stanford
ARTIFICIAL
INTELLIGENCE

Irain Ty 1o predict
At ~ The\St

JUGGLE PING PONG st
R EAL-TI M E | INTELLIGENCE

T @y

Human demonstrations Sehavioral Cloning (BC Deployment
ZKLF RSS '23; WSYLA IROS 23, LZLQYLM ICRA '24]




Online improvement of pretrained robot policies
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1. How can we efficiently improve a 2. How should we “pretrain™ a policy to
oretrained BC policy in deployment’? ensure it can be efficiently improved??
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Background: Diffusion policies

terative denoising
DrOCESS

Demonstrator
action

w ~ N(0,1)

usion policy Is simply a mapping that transforms noise to demonstrator actions
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Standard diffusion policy deployment

Sampling process a ~ The(S)
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Standard diffusion policy deployment

Sampling process a ~ The(S)
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Online Impro

ement of pretrained robot policies

N TS &

RN

anfor
AAAAAAAAAA
|||||||||

tanfor
rrrrrrrrrr
||||||||

JUGGLE PING PONG P
REAL-TIME \ v A' EEEEEEEEEEEE

. R N
TR =
8 N \\,\ R
3 OORRN SR Ny
o & N \\\‘ — N
DR R e
N VR - Y
. AR RN AR TR s
R TNSSA R
~ :\\ <
) S N — N
L - N
- Rl | S
= N N
S ] SN
| ] ~
A\ - B ]
> A NS
R AR \ 6 N
AN N N ‘e .
. N \)
N\ '.y Y
——
P SN X
Kk AN N
RN N
| 23 Wil N
> L N 3
\ NN
\ N\ \ \

Human demonstrations Behavioral Cloning (BO) | Depl\oy\ment

ASSUME COIMECT DENAVIONS  N———— e
‘in-distribution” for BC policy ‘Pretraining” No assumption on BC policy

\ 4

1. How can we efficiently improve a 2. How should we “pretrain™ a policy to
oretrained BC policy in deployment’? ensure it can be efficiently improved??




VWhat makes RL hard?

Goal: “pick up the spray bottle”



VWhat makes RL hard?

\Vany possible ac

/ determine whic

Goal: “pick up the spray bottle”

10ONS, M

UST

N 1S Dest



VWhat makes RL hard?

Goal: “pick up the spray bottle”



VVnat makes

Goal: “pick up the spray bottle”



VVnat makes

Goal: “pick up the spray bottle”



VWhat makes RL hard?

Months of robot time
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Challenge 1: Naive exploration
doesn’t scale to the real worlo
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VWhat makes RL on diffusion policies hard’?
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Key |dea: Treat the noise as the actior

— Rather than optimizing over origina
action space, optimize over NoIse space
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DSRL: Simulated Results
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DSHL Improves Single-1ask Diffusion Policies

Diffusion po//cy trained on 10 human demonstrations
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DSRL Improves VLAS
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Offline DSRL

Conceptually, DSRL implements a “support constraint”:

max E|Q(s,m(s))| s.t. support(m(s)) C support(mpe(s))
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Offline Diffusion Steering

Conceptually, DSRL implements a “support constraint”:

max Es|Q(s,m(s))| s.t. support(m(s)) C support(mpc(s))

T

Given offline dataset © = {(s¢, ar, 7+, 5¢41) }+

1. Train diffusion policy to predict a¢ ~ Tpe(st)
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How should we pretrain to enable online improvement’/
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s BC pretraining + exploration sufficient”
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s BC pretraining + exploration sufficient”
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A Bayesian perspective on demonstrators

Demonstrator

Demonstrations Demonstrator posterior”

Adjusts exploration with uncertainty
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— Given ) we can form demonstrator posterior Pyost (7 | D)

—

SC policy iIs MA

P estimate: The = argmax,; Ppost (7 | D)

g

Collapses posterior to a point, doesn’t allow for
adjusting exploration with demonstrator uncertainty

*Posterior predictive distribution .,



A Bayesian perspective on demonstrators
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implementing "Posterior Behavioral Cloning’

oStep 1: Estimate posterior variance via ensembling

Algorithm 1 Posterior Variance Approximation via Ensembled Prediction Corresponds 1o true
1: Input: demonstration dataset ©, ensemble size K, posterior model class F posterior in Gaussian case
2: for/=1,2,..., K do /
3: Set ©, to “noisy” version of 3
4: Fit f, by solving f; < argmin . Z(S,a)ege | fe(s) —al|3
K = r r K
cov(-) ¢ Yoy 1 (Fe(-) = FO)(fe() = F()) ' for £(-) = % Dopeq fe() A
5: return cov(-)

Only requires standard
supervised learming/BC

Step 2@ Fit posterior demonstrator policy Y

Algorithm 2 Posterior Behavioral Cloning (POSTBC)

1: input: demonstration dataset ©, generative model class 7, posterior covariance cov(-), poste-
rior weight o
for:=1,2,3,...do

Sample batch B; ~ unif(D)

For all (s,a) € B;, sample ws ~ N (0, cov(s)), and set B; «+ {(s,a + a-wy) : s € B;}

Take gradient step on 7 for loss computed on B;
0

AN AN S

return 7
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After Improvement: BC policy < Demonstrator posterior policy
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Pretrained: BO policy & Demonstrator posterior policy

BC (pretraied)
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After Improvement: BC policy < Demonstrator posterior policy
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After Improvement: BC policy < Demonstrator posterior policy

After Improvement
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Can DSRL utilize offline data”?

Challenge: Need “noise” actions w to run DSRL. How do we utilize offline
datasets where we only have “standard” transitions (s, a, s')?

Idea: Train two critics
e Q" trained via standard TD learning over original action space

o Q" traineo by distilling Q™ over noise action space
e Optimize noise policy 7" by maximizing Q"

Noise-Aliased DSRL
minga ﬂ(s,a,r’s,)N%,a,NW(\ix\;(Sfmw(3,)) [(QA(s, a) —r —yQ*(s, a'))z]
mian {:SN%,’UJNN(O,I) [(QW(Sa 'UJ) o QA(Sa 7'('5\;)(8, w)))2]

max,w Kgom [QW(Sa T (3))]




Noise-Aliased DSRL enables fully offline learning

Noise-Aliased DSRL
minQA ﬂ(s,a,r,s,)N%,a,ngg(Szmw(3/)) [(QA(S, a,) — 7T — ’YQA(S/, a’))z]
mian 4:SN£B,’U)NN(O,I) [(QW(Sa ’LU) o QA(Sa W(li\f)(s, w)))Q]

max,w Kgom [QW(Sa T (3))]

How do we usually think about offline RL"

Principle of Conservatism: train your policy to
maximize reward over “In-distribution” actions

It we train 7y, on some oftline dataset D, and run Noise-Aliased DSRL on this same

= Typ will only play “in-distribution” actions by construction, so Noise-Aliased DSRL
only optimizes over “in-distribution™ actions, and so iImplements conservatism!



