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Off-policy
Evaluation (OPE)

Understanding
modern RL
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Markov Decision Process (MDP)

-orh=0,1, 2, ..., the agent

layered:
e Oobserves state sy e S S=J, S transition dynamics
P: SxA — A(S)
* chooses action ane A eward function
 receives reward r, ~ R(sn, an) R: SxA —A([0,1])

Policy t: S — A(A)

WIlog: assume (s, ao) is fixed and ro= 0

~

o L

OD

T

S1 P(-|30,a0),a1 ~ 7T(°\81),7“1 ~ R(817a1), ... ySH,AH,TH

| - expectation wrt above distribution

= task: estimate J(7) =

e[ 2n Tnl where 30, 7 € [0, Vinax]

using data trajectories sampled from some behavior policy



OPE via Value-tunction Approximation

* (Occupancy distributions

o dy: distribution of (sp, ax) under 7

. d}?: distribution of (sy, an) in data

» Function class F = {F}x for modeling Q™: Qh 1 =T Q7
(Tﬂf)(S, CL) — 43TNR(S,CL),S/NP(°|S,Q) [T an f(Sla 7-‘-)]

A

o [(fo(shyan) — mh — QF 1 (8ha1,7m))?]

. FQE: @\Z < argminfe



« Completeness = ?
Finite-sample Analyses of FQE . d” “covers” d = 2

+ log | F]| ?
o Bellman completeness T7"f € Fy, Vf € Fpiq
. (Density) Coverage %5[( Z/d;?)Q]
. Generally sup; e, (Bar [f — f'1)°/Eqp [(f — f')°] :
e Flinearin ¢: IEaz[¢]]l%-
» Final bound depends on coverage Density
and log | F| (or covering number, etc.) dy, (s,a) ~dp
2“0k
{
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. Function Bellman (S, CL)
in F > operator T "



o (Given data {(S(i),a(i),r(i)) * ., and Elr|s,a] = ¢(s,a) ' 6*

o EStimate J(w) =

o Given {(z;,yi)}iz1, where z; = ¢(s",al?) 4, = r®

o Predict y fOr zpey

« FQE -> linear regression: error < ||#uew|ls—:v/d + log(1/6)

e Can drop d!

o LR prediction: ynew

w[n]

— arg mm sup |— Z w(i)f(afi) — f($new)

fEFln

f

liInear class

 Completeness

Linear Bandit (H=1) . dP “covers” d]

r] = (Ex[¢(s,a)]) 0"

U [¢(s,0)]

()
—

e |log | F]|

AN

1 T
Z—zziﬂfz%

0O mean
conditioned on x;

= = Y (@hewE'2i)ys, Where @'Y is the solution of

(minimizer is not unique)

¢ w"getsO \oss (when & mverhb\e)
° ynew T Iewe* — Zf&}( ) ;re*)

. Error x \/% > (W) = || Thew|ls-s
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C- (7 <— argming,

| Completeness => || B7 |lop < 1
Linear FQE . |d}) “covers” df 5> ¥n
e log|F| => notin leading term

AN

3p[(fo(shyan) —rh — QF 1 (8h11,7))?]

Dim-free result is known for linear FQE [Duan et al’20]
Only realizability (Q™ € F); no completeness needed [Perdomo et al’23, Amortila et al’26]

-QE Imp\ICIUy learns: ¢(Sh_|_1, 7T) HBZLT ¢ Sh, CLh) TD w/o completeness
0
- s 1 ] )
« Alinear dyn sys: ¥nt1 = Bj Bl =X Tt diverges ()
o
® “lntenthn”: wh. *’dZ [¢] ______ in approx .///ﬂf \.,/
T n I A of reward o [Tsitsiklis and Vanll.;{oy, 1996]
° ( ) Zh % Or ~ Zh “dy W QR]

. Guarantee depends on coverage parameter: Wh”z— ________

. ¥n may be wrong & can blow-up exponentially I /’ > /
unction
. Completeness: both[=Joecome exact  => [[Eq[¢]]|5- \ space F

Functlon Bellman

Duan et al. ICML-20. Minimax-optimal off-policy evaluation with linear function approximation. N F operator TT
Perdomo et al. JMLR-23. A Complete Characterization of Linear Estimators for Offline Policy Evaluation.
Amortila et al. ICLR-26. A Unifying View of Coverage in Linear Off-Policy Evaluation.



More on ¥ # Eqr [@]

* Consider 1-hotp =10, ..., 1, ..., 0]*
* realizable => aggregating (s, a) pairs
w/ equal Q7

o E[¢(snt1,T)|sn,an] = By ¢(sn, an)
o B, :tabular MRP under aggregation

o Yp41 = Bj Yy TS occupancy in By

Q™ = $10, 000

Drant gketch
preserves Q7

cessed data (¢(s,a),r, ¢(s',m))
| be viewed as gen. from 5B

o As if learning entirely occurs in B}

|Ear [#]lls:-2 can’t be the right concept
o ||d7/d7 ||~ IS Stronger

* yet lower bound exists under

real zablhty [Foster et al’22]
EETETAr TUTTCUUNT dPPTUXTITI—UOTTY

Gordan. 1995. Stable Function Approximation in Dynamic Programming.

Xie & Jiang. ICML-21. Batch Value-function Approximation with Only Realizability.
Foster et al. COLT-22. Offline Reinforcement Learning: Fundamental Barriers for
Value Function Approximation.



Q-MMR for MDPs

| (i) (i) (i) (i) (3) (i)
« OPE: estimate J(x) from data{(SO AUEERIVEERE SH’“H’TH)}Z .

. (Wrong but useful) intuition: learn @,"” ~ df (s\”,a{”)/dP (s\”,a\")

e« SO J(ﬂ') — %Z?:l Zh:l ,{E(Z),r.(’t)
)

-weightea (si),a;)) is a particle rep of dj,

-weighted (S%Zilv )| => dp4q

. “distill” to @}, -weighted (s111,a}) )

o INnductively, T
()

o then,|w

Algorithm 1 Q-MMR (Q functlon-based Moment- Matched Rewelghtlng)

1: Initialize w(z) =1, Vi.

2: forh—OtoH—ldo

3: Choose ’&J\hnj_l

as the w ml that (approximately) minimizes the loss

> ~[n ) ) 1 ~(2
£h+1(w£hl1a w% ]) = Sup |~ th—i—l ng—)I—D aﬁz—)l—l) - Z X f(5h+1v (1)L1)
FE€EFh+1 n

()

(Optional) Among w ;ﬂl with the same loss, choose the one that minimizes ||w ;L ll | fn]i= \/ > @gL +1

4: end for



Analysis of Q-MMR?

. Goal: J(r) =13 SF &r ~ J(r)

. Wrong intuition: @, ~ di.(s;”,a;)/dR (s, @)

 Bounding their diff requires very strong assumption

. Even embedding supser |5 2, oy f — T Laz [f]| requires completeness

 How to deal with #params = #data points”?

Algorithm 1 Q-MMR (Q functlon-based Moment- Matched Rewelghtlng)

1: Initialize w(z) =1, Va.

2: forh—OtoH]—ldo

3: Choose wj, 1 as the w Lnll that (approximately) minimizes the loss
r n] | ~nly ('L) (2) A(z ('L)
Lhr(wy, 13 W,°) = fes}l__P - th—l—l Shy1) @hy1) ~ Z F(sphn
h+1

(Optional) Among w ;ﬂl with the same loss, choose the one that minimizes ||w L j]L1 | fn]i= \/ > @g& 11)?
4: end for



0 mean, I1.1.d.

H 1 ~(2),,.(%) ” (i) (i)
D b0 = Qoiq Wy | — J () conditioned on (s;’,a;,") —
> \/H 2_i(wy,")?
nS ) — J(m)| +
H 1w ~(1) (2) (1) ~(%) (2) (%)
< h=0 n Ei=1 (wh QW(Sh y A, ) wh—|—1Qﬂ-(Sh+1’ a’h+1) - J(ﬂ-) T
H-17  ~n] | ~[n) st + Do
— 2 h=0 £h+1(wh+13 Wy, ) Zh 0 €
Linear case
. L£L=0ifY, invertible
Algorithm 1 Q-MMR (Q functlon-based Moment—Matched Rewelghtmg)
1: Imtlahzefw(z) =1, V. \/ Z A<Z 2 — Hwhui—l
2: forh—OtoH—ldo h
3: Choose w an]tl as the w ﬁl that (approximately) minimizes the loss

> n ~|n 1 ) 7 ) ') 7
Lyt 1(“]2411"‘”%]) .= Sup _ngjﬂf(sgivag}rl) zj i(z)f ng)Ll’
fEFhir [T

(Optional) Among w ;L J]rl with the same loss, choose the one that minimizes ||w ;l ll | fn]i= \/ > @;: +1

4: end for



Data-independent (“random design”) bound

. Define w} € RS*4 as the population counterpart of @;" € R”
. ?ep\ace\/ > (@2 vv|th \/de[(w*)z]
[@f /17 = 0)/1]

. aslong as @;" tracks w}i, produces a higher-order term
1/2

1/ + (|| @ ||

« Linear: need bounded leverage sup;, ., |1Z;, /" é(sn,an)l2

. general: SUPsespan(z) snan [(5: @)1/ /Eap [

Algorithm 1 Q-MMR (Q functlon-based Moment- Matched Rewelghtlng)

1: Initialize w(z) =1, Va.

2: forh—OtoH—ldo

n] ]

3: Choose wj, 41 as the w; ., that (approximately) minimizes the loss
r n] | ey ('L) (2) A(z ('L)
Lhi1 (w3 Wy ) = fes}l__p — E :wh+1 Sha1s Oh1) — § : f(spim
h+1

(Optional) Among w ;L"J]rl with the same loss, choose the one that minimizes ||w L j]L1 | r)-
4: end for



General + General + Linear + Linear +
realizability completeness realizability completeness
Dim- Dim- Dim- Dim-
Coverage free? Coverage free? Coverage free? Coverage free?
[Eqr [f—f1 4
FoE f,JS“}le%-‘h \/Ed;? (f—f")?] X N/A ” “h Gl > X
{_:,glgar N/A N/A
E = [f]] — d, g _
Ours \/ L 4D [w}:z] 4 sup i lfJI2 v [¥n th 1 / H % 9] th 1 /
" fespan(Fn) y/ Sap 7]
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