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Scientific landscape & culture gaps

culture: deploy (with scarce resources) seeking

in vivo: meant to closed-loop robust stability & pen/paper proofs

work in the wild

adaptive control

dynamic 4
programming \
IN unknown

environments

. approx/neuro/adaptive
', dynamic programmig
}

reinforcement learning

in silico: trained

on a simulator culture: offline training (with many resources)

seeking optimality & algorithmic certificates -



Data-driven pipelines
 indirect (model-based) approach:

1D .
data - model + uncertainty - control

« direct (model-free) approach:
data-informativity, behaviors, ...

- episodic (offline) algorithms: well-documented trade-offs
collect data batch — design policy « goal: optimality vs robust stability
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« practicality: modular vs end-to-end

- adaptive (online) algorithms: « complexity: data, compute, theory

measure — update policy - act — gold standard: adaptive + optimal
X ) + robust + cheap + tractable ..& direct




Back to basics: LOQR

W xt = Ax + Bu+w
« cornerstone & the benchmark of u X
both optimal + adaptive control & RL
u=Kx |e
min%{mize E,, Th_)rrgO %ZLO x{ Qx; + ul Ru,
s. t. xtT=Ax+Bu+w
u=Kux direct
offline online
episodic  adaptive
« research gaps: no direct + adaptive LQR & indirect

no/few closed-loop certificates of RL methods



Today: revisit old problems with new perspectives

(1) adaptation of control (2) representation of (3) regularization

following policy gradient trajectory subspace  of cost promoting

K*=K — 1] or(K) by linear models or prior, robustness,
sample covariance or exploration

JLor(K) % A variance
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Jior(K) 51

/ (@) ... & closed-loop
[plot: Watanabe & Zheng] 2 stabil Ity certificates




Ccontents

1. problem setup for adaptive LQR via policy gradient

2. learning pipelines for (in)direct & regularized gradients
3. closed loop stability, optimality, & robustness certificates

4. case studies: robotics, flight, & power system deployments
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Policy parameterization

- W xt = Ax+ Bu+w
min E, T“_{E();ZLO x{ Qx; + uf Ruy u X
s. t. xT=Ax+Bu+w
u=Kx u=Kx

— with controllability Gramian or | nin Tr(QX) + Tr(KTRKX)
K,Z>0

s.t. =1+ (A+ BK)X(A4+ BK)T

T T
D=0 XtX;

state covariance X = lim

T —o00

— algorithmics: reformulation as SDP or algebraic Riccati equation
solved by interior point, contraction, or policy evaluation/improvement



Indirect & certainty-equivalence LQR

. U
« collect data (X,, U,, X;) with W, unknown & PE: rank [ 0] =n+m

XO — [XO, ...,xt_l] —>
UO == [uo, ...,ut_1] — X1 = AXO + BUO -l— WO — Xl — [xl, ...,xt]
WO — [Wo, ""Wt—l] —

. ue . min Tr(0X) + Tr(KTRKY
o Indirect & certainty- |kz>o0 r(QZ) + T ) certainty-

. equivalent
equivalence LQR LQR

s.t. =1+ (A+BK)x(A+BK)
(all solved offline)

least
squares
F SysID

U

[l?,/i] = arg min
B,A
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But this Is offline!

« shortcoming of offline learning

— cannot improve online & adapt rapidly

monotonicity principles of adaptive
control: acquire information & improve
performance over time by interaction

online control : offline learning

> plant - » data
: v
u x| :
: ; estimate
policy t_- _____ I
Adaptive Control:

Towards a Complexity-Based General Theory*

G. ZAMES-

desired adaptive solution: online (hon-episodic / batch) algorithm,

with closed-loop data, & recursive/real-time implementation

* disclaimer: a large part of the adaptive control community focuses on stability & not optimality
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Adaptive LOR via policy gradient descent

\ A 4

xT=Ax+Bu+w

+ Kx

<

plant

<

policy gradient descent

control policy

probing noise

K*=K —nVJ](K) [«

gradient of LQR cost
as a function of K

Seems obvious but...

— algorithms

« how to compute VJ(K)
cheaply & recursively ?

« direct or indirect ?

e convergence?

— closed loop

o stability ?

* robustness ?
« optimality ?



Preview: does it work on an autonomous bike 7

Setup: autonomous bicycle with coarse inner control (2d dynamics
stabilized by feedback linearization) & outer adaptive policy gradienE
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Algorithmic road map

sample covariance

direct

| data
model identification I
ndirect Fisher| natural |Fisher
Inairec metric gradient metric
vanilla regularization vanilla

Newton|metric

policy Hewer robust
gradient algorithm gradient

regularization

| Newton|metric
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LQOR optimization landscape

\
: —_ T after eliminating
K}rr%lglo J(K) =Tr(Q%) + Tr(K" RKY) | niQUe E > 0,
denote the

s.t. =1+ (A + BK)Z(A + BK)T J objective as J(K)

J(K) i1s usually not convex but for stabilizing K is
- differentiable with|V/(K) = 2((R + BTP B)K — BTPA)X ot Zhens,pai Ton

whereP =0+ K"RK + (A + BK)"P(A + BK)
& X are closed-loop obs. + contr. Gramians

« coercive & |locally bounded Hessian

- gradient dominance:|/(K) < J*+ const.- ||VJ(K)||?
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Model-based policy gradient

mKin J(K) =Tr(QX) + Tr(KTRKY)

Annual Review o Canfrd, Rabdlics and
Autananous Sydemns

whereX =1+ (A + BK)X(A + BK )T Toward aT heoretica

Foundation of Policy

Optimization for Learning
I w

Fact: For initial K, stabilizing & small , gradient Control Policies
descent K* = K — n VJ/(K) converges linearly to K*. | |nu ksanzume: NaLi Metrm motsi?

Maryam Fazel ® and Tamer Basar'

Conceptual algorithm: model-based adaption via policy gradient

data collection: refresh (X,, Uy, X1)

. identification of (B, 4) via recursive LS actuate

& repeat
policy gradient: K* = K — 1 V/(K) using eped

estimates (B,4) & closed-loop Gramians (Z, P)
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Algorithmic road map

data

model identification | sample covariance

ndirect Fisher| natural |Fisher direct
iInairec metric gradient metric Irec
vanilla regularization vanilla regularization
Newton|metric | Newton|metric |
policy Hewer robust

gradient algorithm gradient




Direct (model-free) policy gradient methods

« issue: uncertainty propagation is hard in indirect case & outcome

suffers from bias error (e.g. model-order in output feedback setup)

« model-free Ot order methods constructing two-point estimate

VI(K) = (J(K +70) = J(K = 10)) - = U

from uniform perturbation U & numerous + very long trajectories

relative performance gap

e=1

e =0.1

e = 0.01

# trajectories (100 samples long)

1414

43850

142865

~ 107 samples for
4th order system

« direct policy gradient is inefficient, episodic, & practically useless ?

— sample covariance parameterization to the rescue'! 2



Sample covariance parametrization ke of presentation

XO — [XO, ...,xt_l] — >

X, = AX, + B U ‘-—>X %1, 0 %]
o = Loty s] A= A0+ B Uy e s = [

N\
\

\
\

. U
- sample covariances: A = - ] [ ] >0 & A+ Tt X1 XO]
(due to PE) \ 0

\
\

= VK 3V s.t. m = AV (%) \

\
|
 closed loop: A+ BK = [B A] [II(] =||B A]% )I?O] [g‘)] VE|? X XO] V=A"V
0 0 0

- direct data-driven formulation by substituting A+ Bk = ATV | & (%)



Covariance parametrization of policy gradient

+ covariance parameterization: min TZ((S%I -li,;"{lg.é{ }2%)2)

substitute | 4 + BK :A+V with K >Sot Y =]+ (A+ )Z(A+ )T
, , K s.t. =1+ (A+ BK)X(A+ BK)"
linear constraint [1] =AV

optimélity gab

« policy gradient in
« converges with min. samples
* inoriginal coordinates

K*=K—nM,VK) sy

: th
where M, > 0 depends on data case study: random 4 ord

'system & only 6 data samples

 natural gradient is coord-invariant 0 100 200 300 400 500



Algorithmic road map

vanilla

model identification

data

Indirect

| sample covariance

Fisher| natural Fisher di ¢
metric gradient metric Irec
regularization vanilla regularization

policy
gradient

Newton|metric

Hewer
algorithm

robust
gradient

to counger noise
Newton|metric

robust
gradient
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Short history of reqularized data-driven LQR

J(K) + A - regularizer(X, K, A)

incorporating prior, promoting robustness, or encouraging exploration



Few regularizers

« robust: |Tr (A_l [II(JZ[II(]T)

N 4

— effect: (R, Q) scaled by A1
— high cost for less explored (u, x)
— robust stability & performance

« exploring: —Tr(A‘lz)‘

— promotes directions with
high empirical variance

— achieves exploration with VT
regret without probing noise

stabilizing controllers [%]

100

99T

98T

0.28
10.27

0.26

10.25
97
10.24
96
10.23
95
10.22
94 F
10.21
931 10.2
92T 10.19
¢,
91 1 l 1 | 1 1 1 1 1 l 1 1 | 1 018
0 1 2 3 4 5 6 7 8 9 10 20 30 40 50 100
)y 12

regret achieved by
different methods

by regularizing T

median optimality gap [%]
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Policy gradient descent in closed loop

w P>
Mxt=Ax+Bu+w =
plant
u=Kx+e
<
+ Kx policy gradient descent
e | control polic:/_l— Kt =K -1 V](K) <«

probing noise |
\
gradient of LQR cost as a function of K or any

of previous policy gradient descent methods

Q: if each K; is stabilizing & J(K;) decreases, we  A: system is time-
surely get asymptotic stability & optimality ? varying ... unclear =



INformation metric

« bounded noise covariance:

U(,]T

1
o lx,

< §7 forsome §;, > 0

Adaptive Control:

Towards a Complexity-Based General Theory*

G. ZAMES-

- persistency of excitation due to probing: a(4;) = y# forsome y, > 0

« information metric = signal-to-noise ratio SNR; := v,./6;

satisfies Zames' first
monotonicity principle:
iInformation acquisition

= SNR Increases

noise

Gaussian §; ~ 0(1/+/t)

excitation SNR

Constant y; ~ O(1) SNR, ~ O0(\/t)

Decay y; ~ O(t™Y%) SNR, ~ 0(t/%)

30



Certificate for any of the policy gradient methods

Theorem (simplified): There exist Vi > 0.1 € {1 2, 3 4,5}, depenqu on
(4,B,0Q,R,K,) with v, < 1, so that, |f(SNRt > vj,_‘v’t\z <y, }x for'stable K,

-_— gy - g =

1. the closed-loop system is stable in the sense that

PR RN ~ . _ _SNR & step-size
g va\Ty 2v3 o= T T < requirements
| x¢ | S(Vg(l__) bxo]| + ~—(max |Bel+w1
S _2, < Va ‘nl<t - —
/

2. the policy converges to optimality in tbe sense that

7/
-’ \
-— = ’——\ \

" C(K) - C* s’(@ — 1) /(C(Kto) — C*)\»F<0(SNRI‘1
= TVs T

\
1

——-

\

\ : : " :
* nominal exponential convergence bias due to noise

31
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Numerics: convergence to optimality

« case study [Dean et al. 19]: optimality gap: mean * std
discrete-time system with one-shot
Gaussian noise w, € N (0,id)  10° —direct

) _ indirect
1.01 0.01 0 e N atUra
A= 1001 101 001, B=1I - GN

0 001 1.01

» policy gradient methods are
more robust to noise versus
sensitive one-shot method

« empirically observe tighter | | | | | |
optimality gap ~ O(SNR™?) 20 40 60 80 100
than our certificate O(SNR™1) t 3




Numerics: mean + std of closed-loop realized cost

350 r 20 r
data set #1 one-shot data set #2 one-shot
300 1} (quality data) s (fire Ct (poor data) s (fire.Ct
indirect 15 indirect
250 m— QU3 N atural
GN GN
200
\‘ , 10
150 | | :
100 K 5 R
50
0 : : ' : ' 0 : : : : :
0 20 40 60 80 100 0 20 40 60 80 100
t t

— all converge with a bias, but one-shot & Gauss-Newton less robust
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Numerics: computational efficiency

0.5
04 |
n __ 5F ]
(V)]
o) 0 : —_
one-shot—— direct

& 03 o 4+ |
1= s
(@))] 5 3 B
£ 02 CCD , _ =
- c i
- C —
2 04l S 17 =

0 10 20 30 40 50

e,e‘(‘O\ (3\@0\' .(\6‘360\ (\,a\oﬁ'a}‘ ) state dimension
o® \

— all policy gradient methods significantly outperform
one-shot-based method in computational effort
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Implementations
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Power systems / electronics case study

e wind turbine becomes
unstable in weak grid
— nonlinear oscillations

(data-driven .

| cantiier ]:T . co.nverter, turbine, &
grid are black box for

commission engineer

outputs

— . — A —— —— -, —_——— =

e construct state space
realization from time
shifts (5ms sampling)
of inputs & outputs

— direct policy gradient

synchronous generator & full-scale converter




oscillation probe &

observed

collect data
A

-

~~

|

activate policy gradient
adaptative LQR control

with DeePO (100

iterations)
with DeePO (1
iteration)T

!

without DeePO

-

without control
adaptation

with policy
gradient adaptive
control

time [9] 39




change of system parameters AC grid voltage
(DC voltage setpoint & gain) disturbance occurs

without
> control
adaptation

with policy
—> gradient

adaptive

control

time 40

[ |




CONCLUSIONS




! We———» — Z
Conclusions —— it = Ax+ Bu+w [T
plant
Summary
o I di d " | @'P— Kx ) policy gradient descent
policy gradient adaptive contro
. . . . . control policy Kt =K —nVJ](K) [«
* various algorithmic pipelines

probing noise

« closed-loop stability & optimality
e academic & real-world case studies

Ongoing & future work

« technicalities: improve rates, beyond LTI systems, general SDPs
 when to adapt? online vs episodic? “best” batch size? triggered?
« algorithmic: break time-scale separation & accelerate adaption
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