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Interpretability of ESMs:
algorithmic transparency does not guarantee interpretability 

Paolo Giani



Learning physics with emulators of climate models

Projected end-of-century warming
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Why is it decaying with time?

Why do model projections differ?

Why is Land/Ocean Contrast larger than 1?

Simple emulators can be helpful in answering these questions



Simple "emulator" for land/ocean temperature contrast

"Surface Ocean"

"Deep Ocean"

"Land"

Emulator consists of 3 ODEs

We balance radiative and dynamical energy fluxes, which are highly parameterized and rely on a few easy-to-
interpret and tunable parameters

Paolo Giani , Arlene Fiore, Raffaele Ferrari, Paul O’Gorman, Vincent Cooper, Noelle Selin, submitted

H = ψ(ΔTO − ΔTD)

λOΔTO − (ϵ − 1)HFOFO λLΔTL

FH + λHΔTO



Calibration/validation of emulator parameters with CMIP6

Paolo Giani , Arlene Fiore, Raffaele Ferrari, Paul O’Gorman, Vincent Cooper, Noelle Selin, submitted



Calibration/validation of emulator parameters with CMIP6

Paolo Giani , Arlene Fiore, Raffaele Ferrari, Paul O’Gorman, Vincent Cooper, Noelle Selin, submitted



Interpreting the ESM land/ocean warming difference

Paolo Giani , Arlene Fiore, Raffaele Ferrari, Paul O’Gorman, Vincent Cooper, Noelle Selin, submitted



Interpretability of ESM emulators:
validation on emergent properties 

Shahine Bouabid



MIT Earthsampler: score-based diffusion emulator

Shahine Bouabid, Andre Souza, Raffaele Ferrari, JAMES, 2026

Model: CMIP 6, Max-Planck Institute Model

Given Information: Global Mean Surface Temperature

Training: historical + SSP5-8.5 

Testing: SSP1-2.6

training

training

validation

PDF(T, q, , p, u, v |GMST )

MIT Earthsampler formulation



MIT Earthsampler: tail bias (extreme weather)

Shahine Bouabid, Pedram Hassanzadeh, Raffaele Ferrari, et al., in preparation
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MIT Earthsampler: tail bias (extreme weather)
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MIT Earthsampler: tail bias correction

Shahine Bouabid, Pedram Hassanzadeh, Raffaele Ferrari, et al., in preparation



MIT Earthsampler: emergent trends

Shahine Bouabid, Pedram Hassanzadeh, Raffaele Ferrari, et al., in preparation



Concluding thoughts

Analogies between ESMs and AI emulators 

• Algorithmic transparency does not necessarily lead to interpretability of complex systems


• Validating emerging properties helps establish trust in complex models


Differences between ESMs and AI emulators 

• Biases in algorithmically transparent models provide a pathway to learn about physics


• Biases in black box models can only be addressed through additional training


In medio stat virtus (“virtue stands in the middle”) 

• Embed AI modules in ESMs to represent specific processes


• Use AI emulators to identify the source of biases in ESMs


