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(and other techniques from the interp world)
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GraphCast



Can we make 
sense of these 
neuron 
activations?
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Linear representation hypothesis

Vector of features

Vector of neurons
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The workhorse
Sparse Autoencoder

Typical values in GraphCast could be

𝑑𝑑 = 512 f = 8192 k = 32
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Feature 3243 
activates in the 
presence of 
tropical cyclones
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But what is it really?



Causal Steering Sparse Autoencoder

1. Decompose residual stream

2. Apply encoder, modify feature with steering vector

3. Decode modified features, to get modified residual stream

4. Add back
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Feature 3243 controls the 
strength of evolving hurricanes
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Can test physicality of resulting 
fields
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1. Hydrostatic balance

2. Mass continuity

3. Gradient wind balance
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Feature 1820 
activates in the 
presence of 
atmospheric 
rivers
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Feature 1710 activates in the presence of sea ice
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Experiment: what happens when we 
decrease the strength of feature 1710? 

Temperature, specific humidity, and 
wind magnitude all increase
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Other features are clearly not physical…



What about dynamics?
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Weather transformer
Attention

QK: which patches talks to patch 𝑖𝑖?

OV: what do they write to patch 𝑖𝑖? 
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Significant fraction of 
attention heads are aligned 
with the velocity field
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Do they “do” advection?

Model struggles in high-wind regions without them

If we remove the 
heads from the 
forward pass, 
can the model 

still advect?
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How does the model align its attention?
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We can locate where these twists/stretches happen



Conclusion

Circuit tracing is a natural next step
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T. MacMillan and N.T. Ouellette. Towards mechanistic understanding in a data-driven weather model: internal 
activations reveal interpretable physical features. 12 2025. URL http://arxiv.org/abs/2512. 24440

theo@getcausal.ai

Mostly toy answers to complicated problems

Read more:

T. MacMillan, E. Huseby, S. Takatori, and N.T. Ouellette. Advection Heads in an Atmosphere Foundation Model. 
PAI 2026.

Reach out! We’re hiring :)

http://arxiv.org/abs/2512
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