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Data-driven AI weather models 
are fundamentally different 
from the true system, and from 
numerical models

Lam et al (2023), Science
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estimates of the predictability in the climate system? 

Causality: do weather events happen for the right 
reasons? 

Probability: do emulators capture the correct distribution 
of weather events, particularly extremes? 
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Primary focus: generative / diffusion models 

ΔXt ∼ pθ(ΔXt |Xt, Xt−1, Xt−2, . . . )
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Y: fast scale variables (unresolved) 
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The thing we need to parameterize
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In contrast, generative AI models are inherently stochastic, 
and potentially non-Markovian 

ΔXt ∼ pθ(ΔXt |Xt, Xt−1, Xt−2, . . . )



In the data-driven system, we: 

1. Observe a coarsened version of the true system (here, only 36 X’s, and no Y’s) 

2. Do not have perfect representations of the initial conditions in the coarsened 
variables (true in NWP as well) 

3. Train on a finite set of data 
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Test system: two-scale Lorenz 96 with a parameterization

dXk

dt
= Xk−1 (Xk+1 − Xk−2) − Xk + F − Uk(X)



Mori-Zwanzig formalism: if we train a model only using the 
coarse dynamics (X), the unobserved dynamics induce 

memory and stochasticity 

dX(t)
dt

= Fdet(X(t)) + ∫
t

0
K(X(t − s), s) ds + η(t),

Memory Stochasticity  Deterministic 



What is the origin of these new terms? 

- The memory: due to missing X -> Y -> X dynamics  

- The noise: due to unresolved initial state in Y



MZ: Stochasticity in GenAI models emerges naturally due to 
the unresolved initial state

dX(t)
dt

= Feff(X(t)) + ∫
t

0
K(X(t − s), s) ds + η(t)

ΔXt ∼ pθ(ΔXt |Xt, Xt−1, Xt−2, . . . )



What about the memory? Are we leaving potential skill on 
the table through dropping the non-Markovian term?

dX(t)
dt

= Feff(X(t)) + ∫
t

0
K(X(t − s), s) ds + η(t)

ΔXt ∼ pθ(ΔXt |Xt, Xt−1, Xt−2, . . . )



At least for a diffusion model trained on L96, the memory does 
not provide added skill. True for a more complex system? Or 

when training on different frequencies of data?
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The climate system is not well-sampled with 40 years of data

December precipitation 
at Lake Shasta in two 40-

year records from an 
observational large 

ensemble To what extent can AI models 
produce events that are fully 
consistent with the same 
system, but outside the 
training data? 

If they can, why? 

If they can’t, what additional 
information can we add?



Although imperfect, we have decades of knowledge and associated trust in NWP 
models (and to some extent climate models). 

AI models are fundamentally different, but drawing parallels to our existing physical 
models may be helpful for trust building. 

The Mori-Zwanzig formalism explains why a stochastic, potentially non-Markovian 
system should emerge from training on the coarse scales alone. 

Notably, deterministic AI models do not include this source of uncertainty. 

Climate science has showed us that the statistics of weather can differ (even in a 
stationary climate) across 40-year samples, and we should understand how this 
affects our AI weather model predictions.  
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Motivation and background
The greatest impacts of climate change are 
associated with extreme events. Heat waves are the 
most deadly weather event in the developed world, 
and can cause substantial economic losses related 
to crop mortality, wildfire, and reductions in labor 
productivity, among other impacts. It is thus critical 
to understand how — and why — continental heat 
waves are changing with warming global 
temperatures.

Historical trends in summertime temperatures are 
largely consistent with a basic shift in the distribution

The impacts of heat are mediated 
by humidity — and humidity is 
changing in an unexpected way
Temperature and humidity are interrelated due to 
both atmospheric and land surface physics. 
Further, the impact of heat is affected by humidity. 

Current research questions
1. What processes control the statistical 

characteristics of temperature, and their 
(potential) changes? 

2. Where and how do land-atmosphere 
interactions amplify heat waves? 

3. What is causing the observed decrease in 
humidity in dry regions?  

4. How does the biosphere and wildfire risk 
respond to humidity changes? 

References
McKinnon et al (2016), The changing shape of 
Northern Hemisphere temperature distributions, 
JGR-Atmospheres. 
McKinnon and Poppick (2020), Estimating 
Changes in the Observed Relationship Between 
Humidity and Temperature Using Noncrossing 
Quantile Smoothing Splines, JABES. 
McKinnon et al (2021), Hot extremes have become 
drier in the United States Southwest, Nature 
Climate Change. 
McKinnon and Simpson (2022), How unexpected 
was the 2021 Pacific Northwest heatwave?, GRL.

A framework: shifting distributions

Figure 1: Schematics from the Intergovernmental Panel on 
Climate Change showing different types of possible 
distributional changes, and their impact on extreme events.

Method: Quantile regression + 
Legendre polynomials 
Daily temperatures do not follow a Gaussian 
distribution, so their changes cannot be summarized 
by a change in mean and variance alone. Instead, 
we estimate trends in the 5th-95th quantiles (in steps 
of 5%) using quantile regression, and summarize the 
behavior by projecting onto the first four Legendre 
polynomials. Intriguingly, these polynomials emerge 
as a natural (variance maximizing) basis for the 
quantile trends, and also closely map to changes in 
mean, variance, skewness, and kurtosis. 

Figure 2: The first four Legendre polynomials shown in the 
space of percentiles (spanning zero to one).
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Figure 3: Historical trends in the distribution of summertime daily temperatures at 
weather stations, as summarized by four orthogonal bases: shift, stretch, skew, and 
tails, which roughly correspond to positive increases in the mean, variance, skewness, 
and kurtosis. The variance explained by each basis is shown at the lower right. 

Understanding very extreme events: the 2021 Pacific 
Northwest heatwave
At the end of June 2021, temperatures in the Pacific Northwest shattered 
records, in some cases exceeding prior records by 5-6 C. Does the 
occurrence of events like this suggest that we are seeing more than the 
“simple shift” of temperatures?  
In a word: no. While the event was highly unlikely (roughly 1 in 10,000 years), 
its occurrence is consistent with the underlying statistical characteristics of 
temperature in the region, and comparable events are simulated by climate 
models even without substantial warming. 

∘

Figure 4: (top) An example of a very extreme event from a climate model. (bottom) The 
maximum temperature simulated in the climate model CESM2 across 8500 years of 
data, as well as the temperatures observed in the 2021 Pacific Northwest heatwave, 
closely follow their underlying skewness and kurtosis.
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Figure 5: Example of a possible change in the joint 
temperature-humidity distribution.

Figure 6: Trends in humidity on hot days. Humidity is 
decreasing in dry regions around the world, which 
increases wildfire risk and is contrary to expectations from 
theory and climate models.
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Come work with me on these questions! 

Currently hiring a postdoc and admitting a 
PhD student (JHU, Env Engineering) to work 

on related topics.



Extras



Sampling of internal variability can lead to very different climate trends over many 
decades.

Deser et al. (2020) Nature Climate Change



Even 70-year samples can give different estimates of “climate-scale” statistics 

DJF temperature standard deviation from the CESM2 large ensemble 

CVDP-LE



Figure 5: Confidence intervals for the 0.95 quantile of DJF total precipitation found using
the GPCC-Synth-LE. The spread refers to the upper bound of the confidence interval
minus the lower bound.

the climate modes have only rarely, or never, appeared in the records to date, making it

di�cult to disentangle the impact of the modes from the observed samplings of internal

variability. This lack of data obscures how the e↵ects of these modes might combine with

each other, potentially leading to more extreme values. To explore how rare combinations

of modes could impact DJF precipitation over CONUS we used the fitted regression coef-

ficients to select sets of modes that maximized precipitation over California and Florida,

respectively. For California, this wet-phase maximization occurred when ENSO was in

the positive phase and PNA and NAO were in the negative phase. The corresponding

dry-phase minimization occurred with these modes in the opposite signs. In the observa-

tions between 1920 and 2020, this wet-phase combination only occurred in 5 total DJF

months and 3 total DJF months for the dry-phase combination, making it di�cult to

estimate the impact of the mode combinations in observations due to high variability in

the residual component. For the PDO, the signs of the coe�cients over California were

not consistent across these months, so we did not condition on the PDO. For Florida,

the precipitation was maximized with ENSO, PDO, and PNA in the positive phase and

NAO in the negative phase. For these phases, there is only a single observed DJF month

which had this wet-phase combination of these modes and there were no DJF months

16

McEvoy, McKinnon, and Poppick, submitted

…and the role of internal variability increases for extremes and long-tailed distributions





We believe the true atmosphere is a deterministic, chaotic system. 

We model the atmosphere using systems of equations that are deterministic and 
chaotic, and potentially stochastic to account for uncertainty in the model 
parameterizations. 

Data-driven AI models are then (typically) trained on a coarse subset of output from a 
numerical model (including reanalyses), and represent a different dynamical system. 
In place of the original spread induced by chaos, ensemble spread can come from 
(larger) initial condition spread, resampling model parameters, and explicitly 
stochastic predictions. 



What are the sources of uncertainty (forecast spread) in an AI weather ensemble? 

Can we match them to a physically-interpretable uncertainty?

Real system NWP Deterministic AI Generative AI

Initial condition 
uncertainty X X X X

Parameter 
uncertainty X X X

“Coarse-graining” 
uncertainty X X X

Stochastic sampling X


